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1 Matrix Normal
e Let Z ~ MN(0,1,,1,). Show X = AZB+C ~ MN(C, AA’, B'B).
Solution: First consider Y = AZ. Since Z = A7'Y,
1) = 20477 |52 = n) LA o | ey (a1 A7)
= (2m)"P/2|AA!| P2 exp [—;tr(Y’(AA’)_lY)} 7

leading to Y ~ M N (0, AA’,I,). Second consider X = YB+C =Y = (X — C)B~!, then

oYy

f(X)=fr(X-C)B™) X

= (27)""P/2|AA'| 7P/ B' BT/ exp {—; tr[(B'B) (X — C)/(AA")"1(X — C)]} :

o Let @ = AA’ and ¥ = B'B. Show Cov(z;j, Tp) = wir0ji.

The covariance of Vec(X) = (X1, ...,X!])’, where X; € RP, can be expressed as
X4 wintd e wipX
X2 OJ212 s wgnz
COV(VeC(X)) = Cov . =X = ] ) ) e (*)
)(n wnlz: T WnnZJ

Hence, Cov(X,;) = w;% and then Var(z;;) = Cov(X;);; = wioj; for i =1,...,nand j =1,...,p.
Similarly, Cov(x;j, zr) = Cov(X, X)j1 = (wixX) ;1 = wigoj; for i,k =1,...,nand j,l =1,...,p.

2 Gamma/Inverse Gamma distribution

e X follows a gamma distribution with shape a and rate b parameters, denoted Gamma(a, b), if

b* a—1
f(x)_mx exp(—bx), x>0, a,b>0
with
a a
E(X) 7 var(X) = 02

A x? random variable corresponds to Gammal(k/2,1/2).

e X has a inverse gamma distribution with shape a and scale b, denoted InvGamma(a, b), if

flx) = Fia,)x_a_l exp (—i) , >0, a,b>0

with

b b2
E(X) = 1 a>1, var(X):m’ a> 9.

If Y ~ Gamma(a,b), then X =Y ! ~ InvGamma(a, b).
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Wishart /Inverse Wishart distribution

o Let S ~ Wy,(n,X) with ¥ = O and n > p. S has a (non-singular) Wishart distribution with n degrees

of freedom if the joint density of the p(p + 1)/2
1
P(S | 7, %) = | 72S| P 2 exp [‘ztr@-%‘)]

with E(S) = nX. When p = 1, this is Gamma(n/2,1/(20?)). Further o2 = 1, this is x? with mean n.
D has a Inverse Wishart distribution with n degrees of freedom, denoted IW (v, S):

p(D | v,8) = ¢|S|"/?|D|~w+PHD/2 exp [—; tr(SD‘l)}

with E(D) = V_*g_l for v > p+ 1. When p = 1, this is InvGamma(r/2,5/2) with mean S/(v — 2).
Let S7 AL Sy with S; ~ W, (n;, X), ¢ = 1,2. Show that S + So ~ W, (n1 + ng, X).
Solution: We can suppose that
X =(Xy,..
Y =(,..

,an)/ ~ MN(O,I,,,%),
) 712)/ ~ MN(O’I"L27E)’

Let Z = (X' | Y") ~ MN(O, I, +n,,%), then

X

Si+ 8 =X'X+Y'Y =(XY) (Y

> = Z/Z ~ Wp(nl + no, E)
Hypothesis testing for general hypothesis

Consider a standard multivariate linear model: Y = XB+ F ~ MN(XB, I,,,Y), where ¥ : p X p.

Wish to test Hy: C B = _D vs. Hy: H§.
~
gxq gxp  gxp

Then LRT statistic and the null asymptotic distribution are given by
—n/
A= <A> = —2log A = n(log|Xo| — log|X|) LN X2,

where r = dim(6;) — dim(60g). The LRT test rejects Hy if —2log A > x2 ,
— Useful result: maxs~g \Z|_”’/26_5“’<E*1W) = |§J\_"”/26_"”?/2.

Instead of the LRT test, we often work with

)\Q/n:ﬂ: (Y —XB)'(Y = XB)| _ (Y — XB)'(Y — XB)|
1Xo| |V = XBo) (Y —XBo)| [(Y—-XB)(Y—XB)+ (B - By)X'X(B— By)|
B B Y'QY|

" |Eol  |E+H|  |Y'QY + (CB - DY[C(X'X)C'|"(CB — D)|
where (i) E=Y'QY ~W,(n—g¢q, X), (ii) H=Ey— E ~W,(g, ), and (iii) E L H
Proof: (i) Let P = X(X’'X)~'X’ with rank of ¢. Since PY = XB and P and Q@ are and idempotent,

E=( -XB)(Y-XB)=Y'(I, - P)(I, - P)Y =Y'QQY =Y'QY.



By the spectral decomposition,

O O

_ Iq O ! _ _ _
P_U< )U = Q=1I, P—U<O I

where U is an n X n orthogonal matrix and Uy has n — ¢ orthogonal columns (U{U; = I,,_,). Thus,

E=Y'QY =(Y -XB)Q(Y —XB) -QX=0, X'Q=0
= (Y — XB)U,U,(Y — XB)
~ W;D(n -9, E)a

as U(Y — XB) ~ MN(0,UJU; = I,,_q, %)
(ii) We have the same restriction,
By =B — (X'X)"'C'[C(X'X)"'C")|"(CB - D).
Using this, we get
H=E,—E
= (Y — XBy)(Y = XBy) — (Y — XB)(Y — XB)
=[Y = XB+X(B-By)|[Y - XB+ X(B-By)] - (Y - XB)(Y — XB)
=Y'QX(B — By) + (B — By)X'QY + (B — By)'X'X (B — By)
= (B — By)'X'X(B — By)
= (CB-DY[C(X'X)"'C'|""(CB - D).
Further, since (X'X)~! = O and C is of full row rank, i.e., C'a =0 = a =0,
dC(X'X)™'C'a = (C'a) (X'X)"*C'a >0, Va # 0,
meaning that C'(X’X)~!C is positive definite. Thus, we can write
H = (CB-DY[C(X'X)"'C'|"?[C(X'X)~'C'|"Y/*(CB — D) = W'W € RP*?,
where W = [C(X'X)~1C"]"Y/2(CB — D) € R9*P. Here we have
B=(X'X)"'X'Y ~ MN(B,(X'X)"",%).
It follows that
CB—-D~MN(0,C(X'X)"'C",¥) under H
and then W = [C(X'X)~1C"]"Y/2(CB — D) ~ MN(0,1,,%). so that

H=WW ~W,(g,%).

(iii) Suppose Y = (Y1,...,Y}), where Y; ~ N,,(XB;,I,,), j =1,...,p. Thensince X'Q = X'(I,—P) =
O, X'Y; 1L QY; and so X'Y 1L QY by Theorem 2.5 in the Seber textbook (Craig’s theorem). Hence,

XY 1L QY = (X'X)'X'Y 1L (QY)(QY)
= BLE --(QV)(QY)=Y'QY=E
= HI E

since we see that H is a function of B by (ii).



If n — g > g Wilk’s lambda statistic and the null distribution are

)\2/77, _ |E|

_m:”JrE_lHl ~ Ulp, n—gq, g).

Note that the Wilk’s distribution is invariant under changes of the scale parameters of £ and H.

If the null hypothesis is a form of

Hy: C B M = D,
N
gXxq gXp pXm gxm

then simply consider the transformation

W=YM=XBM+EM :=XT +F,

where F' = EM ~ MN(0,I,, M'SM) and W ~ MN(XT, I,,, M'SM). Thus, Ho can be simplified to

a form of Hy : CT = D, so that the previous argument can apply to this.

(Midterm) Extend the univariate F' test (all coefficients other than the intercept are 0 in a standard
1-dim regression framework) to the multivariate case. Derive the form of the test, and define its null
distribution and rejection region. You may assume the first column of X is identically equal to 1,,.

Solution: The null hypothesis is a form of CBM = 0, where C' = (0 I;—1) : (¢ — 1) x ¢ and M = I,,.
Hence, E ~ W,(n—q,X) and H ~ W,(¢—1,%) so that the Wilk’s test statistic follows U(p,n—q,q—1)

as g = rank(C) = ¢ — 1 under Hy, i.e.,

E
An/2 = |E|+|H| ~H, U(p,n—q,q—l).

Union-Intersection Principle. Consider Hy : 0 € NycrHo, vs. Hy : H§ with

HO'y :0 € @77 VS. Hl"/ 10 e @g (: Hg,y)

If the rejection region for the test of Hyy is {y : —2log A, (y) > ¢}, then the rejection region for Hy is

R=U cr{y: —2log A (y) > c} ={y: IIl";tX[*Q log Ay (y)] > c}.

Intersection-Union Principle. Consider Hy : § € UyerHoy vs. Hy : H§ with

HO’Y :0 e @77 VS. Hl'y 10 e G,Cy (: Hg,y)

If the rejection region for the test of Hy, is {y : —2log A, (y) > c}, then the rejection region for Hy is

R =N er{y: —2log A (y) > c} ={y: mwi/n[—Q log A (y)] > c}.

Union-Intersection for general linear hypothesis [Maximum Root]. Consider testing
Hy:CB=D=n,CBl =Dl YVl cRP
Each Hy is univariate with F ratio

CHLr

Fe= B0 —g)

leading to

Ue{y : Fe >k} ={y:max Fy > k} = {y : dmax > da},

where ¢pax is the largest eigenvalue of HE~! (Roy’s statistic).
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Full conditionals

The full conditional posterior distribution for a given node (parameter) is proportional to the product
of the probability model for that node and its parent node, i.e.,

Full conditional o Likelihood / Prior x Distribution for its parent node

Recall that normal posteriors are defined as Posterior o Likelihood x Prior.

Estimating functions and sandwich variance

The need to specify a full probability model for the data is undesirable. Here, we give a framework
within which the asymptotic properties of a broad range of estimation recipes may be evaluated.

Let Y € R" (still not multivariate) represent n observations from a distribution indexed by a p-
dimensional parameter 6, with cov(Y;,Y; | 0) =0 (i # 7).

Assume that Y7,...Y,, are iid. Suppose that @n is a solution to the estimating function

1 & N
Gal0) = > CG(0.Y:) =0, ic.. Guf)=0.
=1

Then two asymptotic properties: gn Ny (consistency) and

N ) . —1 Ty—1
V0, —0) 25 N0, A7 B(A)Y) = Var(d,) ~ ATBA)T (sandwich form),
n
where
A= B |5 G0.%)|. B =E[GO.X60.%)7] = rlG(0.Y)L

Again, Y;’s are iid. We can derive this by expanding G,, (§n) in a Taylor series around the true 6.
Empirically, the sandwich variance estimator can be obtained as
— ~ ATIBA)?
Var(d,) ~ A BA)
n

by evaluating A and B empirically, by Method of Moment,
N 1 n 0 N N 1 n . .
A=-) ——GH,Y:), B=-)» GO, Y,)G0H, V)"
ngaﬁT (6, 72), n; (0, Y:)G(9, V)

If Y’s are independent but not identically distributed, then
(A B (AT 20, — 0) B N0, 1) = Var(,) ~ A, B, (AL) 7Y,
where

A, =E {agTGn(e)} = %zn:E [agTG(H%)} ,

i=1

By, = E [ (6)Go(6)"] = var[G(6)] = % S var[G(6, V7))
=1

Consider the situation in which we view the score function as an estimating function as follows

12”:alogp(m9) 1 = 04(6)

n

00 n ¢ 20 '

G0y =13 s0.v:) =

which implies G, (@\MLE) =0.
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Quasi-likelihood (more complicated case)

We describe an estimating function that is based upon the mean and variance structure only. Suppose
we specify the first two moments of the data as

E(Y; | B) = ni(B)
Var(Y; | B) = Vi(a, 8), a >0,
Cov(Y:,Y; | B) =0, i # j
where B € RP, and « is an r X 1 vector of parameters that appear only in the variance model.
Another expression using vector is

E(Y |B)=p(B) :nx1
Var(Y | B) = diag(V4, ..., Vy).

Let & be a consistent estimator of «, which would be

= — Zn:(y’:’f“)z.
n—pi- V(i)

The estimator B that satisfies the estimating equation
0=G(B,a)=D(B)V(@,B)"'[Y - u(B)
0wl
= { i } Vi@, 8) 1 ¥; — a(B)
i=1

B

where D is the n x p matrix of derivatives with elements dpu;/08;.

Suppose Var(Y) =V (assumption is true), then we have asymptotic distribution
(DTVID)/2(B - B) 25 Ny(0,1,), = Var(B)=(D'V D)}

The word “quasi” refers to the fact that the resulting sampling model may not correspond to a specific
distribution. Thus, no probabilistic prediction is usually warranted.

Important! The conditions for ,73’\ to be consistent for 3 are
1. Mean structure is correctly specified (E[G(«, 8)] =0 = E(Y) = u(fB)).
2. @ (variance component) is consistent of a.
3. Date are uncorrelated across individuals.
4. f is independent of Cov(Y).

Asymptotically appropriate variances (SEs) depend on the correct specification of the mean/variance.

Quasi-likelihood + Sandwich estimation
Assume E(Y;) = p;, var(Y;) = Vi(o, 1i(8)) and cov(Y;, Y;) = 0 (¢ # j) as working covariate model.
Take the quasi-score function as an estimating function and in this case, the variance of B is

Var(B) = (D'V'D)"Y(D'V~ Var(Y)V'D)(D'V'D)".

The model-based variance estimator is obtained by substituting Var(Y) =V to get (D'V~1D)~!.



e The robust (naive) variance estimator is given by
Var(B) = (D'V-'D)~"Y(D'V~'diag(RR)V~'D)(D'V D)~

where R = (Ry,..., R,)" is the n x 1 vector of (unstandardized) residuals with elements R; = Y; — 11:(B)
so that diag(RR') = diag ([Y1 — (@) Yo — un(ﬂ)}g)

e This robust estimator is consistent for the variance of B\ under correct specification of the mean and
with uncorrelated data.

e There are two things to bear in mind when one considers the use of the sandwich technique.

1. Unless the sample size is sufficiently large, the sandwich estimator may be highly unstable. The
model-based estimators may be preferable for small- to medium-sized n.

2. The second consideration is that if the assumed mean—variance model is correct, then a model-
based estimator is more efficient.

GEE (Generalized Estimating Equations)

e GEE = multivariate (correlated within individual) + Quasi-likelihood + Sandwich.
o Let Y; e R",i=1,...,m (now Y is multivariate).

e Assume the marginal mean model E(Y;) = 1;(3) and consider a working correlation matrix

Var(Y;) = Wi(a) = A3/2Ri(a)Al/2 in; X n;

(2

with Cov(Y;,Y;) = O (i # j), where « is usually unknown and A]/ = diag(Vi1, ..., Vin,).
— R(a) = aly, (working independence); R(a) = (1 — a)l,, + aly, 17, (exchangeablity)
e Then we obtain the estimating equation:

m

QB)ZZG(avﬂv ZDW Y /Lz(,ﬁ))—o, Dizaui:nixp'
i=1

o Let B be a solution to the function such that G(«, Bm) =0, then
B = B,
(A B A )™ (B — B) = N(0, 1),

where

=
L
&y
=~
~
¥
c
~
IS
=
S

_1Di, COV(YZ',YJ') =0



leading to
m —1
Var(3 (Z DiW, D> (Z DiW;(a) ™! Var(Y;) i(a)1D¢> (Z DéWi(a)lDz) .

If Var(Y;) = W;(a), i.e., the assumed variance-covariance matrix is true, the model-based (naive)
variance estimator is given by

Var (53 (Z DiW, ) R

where W; = Wi(a).
Alternatively, Var(Y;) is estimated as \//;r(Yz) = R;R}, where R; =Y; — 11 (B), so that we obtain
-1 -1
Var(B (ZDW1D> (ZDWlRR’ )(ZDW 1D> :
i=1

which is called a robust (empirical) variance estimator. Empirical is a more appropriate description
since the form can be highly unstable for small m.

Note that we cannot estimate Var(Y') when there is dependence between individuals.

No subject-level inference is guaranteed, i.e., we cannot obtain Y1 ..... Y,.

If we consider longitudinal linear models, i.e., E(Y;) = X;/3, then D; = X; so that B\ has a closed form:
m -1 m
- (Z X{W[le) PP dland
i=1 i=1
For inference, we may use the asymptotic distribution
Var(B)~2(3 — 8) =5 N,(0,1).

Consistency of B\ depends only on specifying correctly the mean structure and consistency of a.

For the choice of working correlation R(«), if we choose a simple structure such as independence and
exchangeability with few elements in « to estimate, but there is a potential loss of efficiency. In contrast,
a more complex structure may provide greater efficiency but more instability in the estimation of «.

— This choice depends on the sample size, with relatively sparse data encouraging the use of a simple
correlation structure.

Hypothesis testing with GEE. Consider Hy : L =0 for L:r X p, r < p.
— LRTSs are not available because no likelihood (sampling distribution) is assumed, unlike GLMM.

— Wald statistics (may not be optimal for binary data) under H
= (LB — LB) (LVar(B)L) (LB~ LB) > X}
— Quasi-score statistics (less than optimal for binary data). Under Hy,
2\ (Var( 2))—1 D 2
S =Gn(B)(Var(B)) Gn(B) — Xx;

with E being the GEE estimate of § under Hy.

10



10 Estimating equation in Poisson (log-linear) GEE

e Consider Poisson GEE with Y; :n; x 1 fori=1,...,m, logp;; = X}, and

E(Yij) = pij(8) = exp(X;0),
V(Yij) = apiij(B) = Vij(a, B),

where X;; : px 1 and B8 :p x 1. Let p;(8) = (ti1, - - - tin,)’- Then

Olbij
D;; = &)BJ = exp(X};8)Xij = pi; Xij :p x 1
so that D; = (pnXia - Mmixmi)/ ing X p.

e Assume working independence:
W; = AE/QA;/Q =A; = adiag(Vi1, ..., Vin,) = adiag(pi, - . -, ftin, ) : 0 X 04
e Hence, the estimating function is given by
m 3 1 m
G, B) =Y DiW 'Y — p(B)] = — > Xi[Yi — pa,(B)],
i=1 i=1

which is equivalent to the score function, ¢'(8).

11 Estimating equation in Binomial (logit) GEE
e Consider Binomial (logit) GEE with Y; :n; x 1 fori=1,...,m, log 1’_’—/17 = X}, and

xp (X,
E(Y;j) = nijpi;(B) = nij%?
ij

V(Yij) = apij(1 — pij) = Vijs

where X;; : px 1 and §:p x 1. Let p;(8) = (i1, - -, ftin,)’- Then

Opij exp(X/.f5)
D=2 = o Xij = pij(1 — pij) X5 :px 1
7 op [1+ exp(X};8)2 7" prij (1 = pij) Xij = p X
so that Dy = (a1 (1 = pa)Xar -+ pan, (1= ptin,) Xin,) 105 X p

e Assume working independence. Then

W; = A3/2A3/2 = A; = adiag(Vi, ..., Vin,) = adiag(ua (1 — i), - -+ s fin, (1 — fin,)) 2 ni X 0y

e Hence, the estimating function is given by

G(0,5) = 3 DIW Y, = (9)] = = XU — (B,

i=1

which is exactly the same as Poisson GEE and is equivalent to the score function, ¢'(3).

11
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GLMM Inference

e A GLMM is defined as follows:

13

Yijthij — d(0i;)
p(yij | 0ij) = exp W + c(yij, @)

with 9;; = g(pij) = 5,8 + zi;b; and b; “ N(0,D(c)). Then we can show that

od(0;;
E(yij | 0i5) = 8(944]) = d'(05) = i
)

var(yi; | 0i5) = a(@)d” (0i;) = a()V (piz)

Two inference strategies

1. Marginal Likelihood: Make specific assumptions about the distribution of the random effects
b; and carry out inference for the fixed effects (/) by marginalizing/integrating over b;.

2. Conditional Likelihood: Treat b; as a nuisance parameter and estimate 8 and « conditioning
on a sufficient statistic for b;.

Marginal Likelihood. Consider mixed effects model for p(y;; | 8;;). Estimation may be based on

£(8a) = [T [ oty | .0.5)p(0: | )i,
1=1"

This integral cannot be expressed in closed form. In addition to numerically approximating this integral
(e.g., via Gauss—Hermite quadrature), methods motivated by Laplace approximation have been
proposed such as PQL, penalized quasi-likelihood.

Example (binary longitudinal data). Consider Y;; | p;; ~ Bern(p;;), with

eXp(ngﬂ + i)
1+ exp(z},; 8 + bi)

Dij o _
and b; < N(0,72), where 7 is known. Then we have

p(ij | pig) = pii’ (1= pig)' =¥

= explyij log pij + (1 — yi;) log(1 — pij)]

= exp {yij log (1 ﬁ”p ) +log(1 — pij)} Form of the exponential family
ij

= exp {yi; (2,8 + bi) — log[1 + exp(ay; B + bi)| } = plyi; | B.b:)

and p(b;) oc (72)~/2 exp[b?/(272)]. Hence, B can be estimated based on the marginal likelihood

m  n;

LW=HH/MM&MMWM

i=1j=1

Interpretation of fixed effects in Poisson GLMM and GEE

Poisson model in GLMM: log[E(Y;; | b;)] = log(pi; | bi) = Bo + Bizijn + Bazije + b, where ;1 is
categorical (0 = placebo, 1 = treatment) and ;2 is continuous.

— exp(fp): Rate/Risk of response for a typical individual under placebo (z;j1 = 0) and when z;j5 = 0.

12



— exp(pP1): Ratio of the response rate (Relative risk of the response) for a typical individual under
treatment to under placebo, controlling for z;;s.

— exp(f2): Ratio of the response rate (Relative risk of the response) between two typical individuals
whose z;;2 values differ by one unit in the same treatment group.

— fo: Log rate (risk) of the response for a typical individual under placebo and when z;;o = 0.

— B1: Log of the ratio of the response rate (Relative risk of the response) for a typical individual
under treatment compared to under placebo, adjusting for x;jo.

— B2: Log of the ratio of the response rate (Relative risk of the response) between two typical
individuals whose ;52 values differ by one unit in the same treatment group.

e Poisson model in GEE: log[E(Y;;)] = log(uij) = 70 + 71Zij1 + Y2Zij2.
— exp(70): Expected rate (risk) of response under placebo and when z;;o = 0 over the population.

— exp(y1): Ratio of the expected response rate (Relative risk of the response) in the treatment group
compared to the placebo group over the population, adjusting for x;;z.

exp(7y2): Ratio of the expected response rate (Relative risk of the response) over two populations
of individuals who differ in x;;o by one unit in the same treatment group.

— Y0, 71, Y2: Log of the ...

14 Interpretation of fixed effects in Logistic GLMM and GEE
L] Logistic model in GLMM: 10g1t[E(}/U | bz)] = loglt(um ‘ bz) = ﬁo + leijl + 62.(1)1‘]‘2 + bi, where Tij1 is
categorical (0 = placebo, 1 = treatment) and x;;2 is continuous.
e Logistic model in GEE: logit[E(Y;;)] = logit(ui;) = Yo + 71Zij1 + V2ijo.

e Both interpretations can be obtained by changing rate/risk to odds (intercept term) and ratio of
rate/relative risk to odds ratio (covariates) for the interpretation in the Poisson GLMM and GEE.

15 Comparison of repression coefficients for GLMM vs GEE

o Regression coefficients 5 in GLMM are interpreted conditioning on b; = 0 (typical individual).

e Gaussian model (LMM): Y; | b; ~ N, (X, + Z;bi, 021,), where 3 € R?, b; % N(0,D)
— Conditional mean E(Y; | b;) = X, 0 + Z;b;.
— Marginal mean E(Y;) = E[E(Y; | b;)] = E(X:0 + Z;b;) = Xi5.
— E(Y; | b; =0) = X, = E(Y;), i.e., the mean for a typical individual equals the marginal mean.
— E(Y;) = Xiv in GEE, meaning that v = 3 (same as regression coefficients in LMM).

e Poisson model: Y; | 8, b; ~ Poisson(ui;;) with log(ju;j) = @8 + 2{;b; and b; * Ny, (0, D) with D = O.
— B(Yi; | bi) = var(Yy; | b;) = exp(a7; 8 + 2i;0:).
— B(Yy) = BIE(Yy | b)) = Blexp(al, + 24b0)] = exp(aly8 + =/, Dz,,/2).

E(Yi; | b; = 0) = exp(z};8) < E(Yi;) since D is positive definite.

— B(Yi;) = exp(a};7) in GEE. So z};v = ;8 + 2;;Dz;;/2 > x};8 = |y| > |B] holds. That is,

?

unlike a probit model, ~ is inflated compared to the marginal 3 in GLMM.
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e Probit model: Pr(Y;; =1[b;) = Pr(Y;; >0]b;) = ®(z};8+ zi5b; + €;5) or

* 2
Yzj | b~ N(x/ijﬁ'i_zéjbh o°)
Hy; >0},

Yij |

where €;; ~ N(0,0?) and b; YN, 7(0, D(cv).

E(m|bi>=Prmz>o|m)=pr( G I G )):q>(ﬂ5 j )
g

g g

Y* / .’I/‘/L
— BE(Yy) = Pr(Y; > 0) = J

\/ 2 DZU-FO' 1/z DZU-FO' \/#;Dzij + o?

2
—E(Y;; | b;=0)=2 (”) > E(Y;;), i.e., the mean for a typical individual is larger than the
p ;

marginal mean.

Ty
- BY;)=9® Ly
o

in the probit GLMM since

18] b e <8

/2! Dz : 2 g " Dzis 2
Zij Zij + o Zij Zij +o0
iid

e Logit model: Yj; | 3,b; ~ Bernoulli(p;;) with log[pi; /(1 — pi;)] = 2};8 + zi;b; and b; ~ Ny (0, D(«)).

in GEE, implying that v in GEE is attenuated compared to the marginal g3

eXp(X”ﬁ + Zz] )
1+ exp(xi;8 + zijb;)
exp(xi;8 +2zi;bi) ] exp(x;7) ] = 18|
1+ exp(x;;5 + zi;b;) 1+ exp(xi;7)’ |c2Dz;;z); 4+ 1,]7/%

E(Yi; | bi) =

- B(Yy;) = E[E(Y; | b)) = E
exp(x;;5)
1+ exp(x;;0)
— Ifg=1,z; =1 and D = 0}, then |®Dz;;z; + 1|9 = \/co? + 1.

M in GEE, which is attenuated compared to the marginal model in GLMM.
1+ exp(x;;7)

E(Yy | b =0) = > B(Y) since 8] > .

- BE(Yj;) =

16 Marginal variance and covariance in GLMM
e Gaussian model:

var(Y;) = Ey, [var(Y; | b;)] + vary, [E(Y; | b;)] = 021, + Z;DZ] or var(Yi;) = o7 + z}; Dz,
cov(Yij, Yir) = covp, [E(Yij | bs), E(Yir | bi)] = cove, (21;bi, 2;;0i) = 2i; Dz,
cov(Y;;,Yi;) =0, i #1i

14



e Poisson model:

var(Y;;) = By, [var(Yy; | bi)] + vary, [E (Y55 | b;)]

b lexp(a};8 + 2i;0:)] + Elexp(2x; 8 + 22;;0:)] — Ey, [exp(z; 8 + zgjbi)]Q
xp(x gjﬂ + Z”DZZJ/Q) + exp(2x B+ QZngZij) - exp(2:c2jﬂ + zngzij)
= E(Yij) + E(Yi;)?[exp(2{;Dzij) — 1]
= E(Yi;)[1 + E(Yi;)kp],
cov(Ys;, Yir) = covy, [E(Yi5 | bi), E(Yik | bi)]
= cov|Ey, [exp(a7;8 + 2;0:)], By, [exp(}8 + 2 bi) ]
E{exp|(x; + i) B + (2i; + 2 )bil} — E(Yi;) E(Yir)
= exp|(zj; + i) B + (2i; + 2ix) D(2ij + 2ik) /2] — E(Yij) E(Yix)
= E(Yi;)E(Yir) explei Dzij] — E(Yi;)E(Yir)
= E(Yy)E(Yir)lexp(ziy Dzij) — 1]
cov(Y;;,Yi;) =0, i £

|
tij

e Logit model. The marginal inference is possible, but one needs to do a little work: using the approx-

17

imation shown in the last section, or calculate the required integrals using a Monte Carlo estimate.
By the previous section, the approzimate marginal mean with only random intercept is given by

= exp(x4;7)
Y 1+ exp(xi57)

so that

var(Y;;) = Ey, [var(Yi; | b;)] + vary, [E(Yi; | b))
= Bluii (1 — pig)] + E(ug;) — E(paj)?
= Eluij (1 — pig)] = pi; (1 — ;)

cov(Yij, Yir) = covy, [E(Yi5 | b;), E(Yik | bi)]

B K exp(x;; 8 + b;) ) < exp(x 3 + bi) ﬂ L.
- 1+ exp(xi; B+ bi) ) \ 1+ exp(xir3 + b;) PijHik:

We see that the marginal covariance is not constant and not of easily interpretable form.

High Dimensional problem
Consider a mixed effects model
Yii(t)=XBj+ai+bij+ej(t), i=1...,n,j=1,....p, t=1,...,m
with a; ~ N(0,7), b;j ~ N(0,7), and €;;(t) ~ N(0,0%). Also consider a matrix normal linear model:
Yy ~ MN(1nX13,5,®8) € R™P =1,... n.

Compare the two models in terms of their potential inferential advantages and limitations when esti-
mating variance and covariance components.

Solution: The mixed effects model is quite restrictive, as it assumes exchangeability within and between
regions, although it is computationally cheap. On the other hand, the matrix normal model is quite
general, but perhaps too flexible, as it will require n > m + k and n > p + k for the MLE of (8,%, @)
to exist with probability one.

15



18 Bayesian Inference for LMM

e Classical LMM: Y; = X;8 + Z;b; + €;, where b; Y N(0, D) 1L ¢; ~ N(0,02I,,,).
e We have a three-stage hierarchical prior
1. Likelihood: p(y; | B8,bi,02),i=1,2,...m;.
2. Random effects prior: p(b; | D), i =1,2,...m;.
3. Hyperprior: m(8, D,02) = p(D) p(a?) p(B | o2) with
— 02 ~ InvGamma(a,b) < (02)7! ~ Gamma(a,b)
B 0%~ N(Bo, (02/5)(X' X))
— D~ IW,(v,5)

Note that hyperpriors (hyperparameters) are sensitive.

e Inference is based on the posterior distribution

p(B, b, D, 0?|Y).

e Simulation-based inference is often implemented via MCMC.

e An efficient Gibbs sequence simulates iteratively from the following distributions.
— p(B,b|Y, D, 62 =p(b| Y, B, D, 0?) p(3| Y, D, 0?)
—p(e?]Y, B, b)
- p(D]Y, B, b, o?).

19 Bayesian Inference for GLMM
e Consider the sampling model of exponential families (usually a(a) = 1):

Yij0i; — d(0;5)

(@) + c(yij, @)

p(Yij, 0ij, @) = exp

We have E(yi; | 0ij, a) = d'(0i;) = pij with g(uij) = ;8 + 2;;bi.

Bayesian inference requires a joint prior: 7(8, «,by,...,by)

Inference is based on the posterior: p(8,«, by, ..., by | y1,---,Yn).

e Hierarchical models are used for Bayesian inference. If we assume 64,...,60, are exchangeable, within
a hypothetical infinite sequence, then

p0r,. .00 = [ T[0(6s | 9)n(e)ds

hence a two-stage hierarchical prior is (1) 6, | ¢ irivdp(- | ) and (2) ¢ ~ = (+).

20 Predictive Distribution

e Compared with the marginal likelihood, p(y) = [p(y | 0)p(f)dé, the predictive distribution is a
likelihood of future data averaged over all parameters supported by the posterior p(6 | y), i.e.,

p(v' | y) = /.p(y’ |6, y)p(0 | y) do

16
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e In the context of hierarchical models, we can assume p(y’ | 6, y) = p(y' | 9).
P ly) = /p(y’ 10) p(6 | y)do

o A useful way to calculate p(y’ | y) is to consider the joint posterior: p(y’,0 | y).

e Monte Carlo inference for p(y’ | y) can then target the distribution above, by iteration through the
following steps: (1) 8 ~ p(@ | y) and (2) ¥ ~ p(y' | ).

e Conditional Predictive Ordinates (CPO) evaluates the likelihood of y; given all other observations
Y(i), by averaging over all parameters supported by p(6 | y;), i.e

CPO; = p(yi | yuy) = / p(yi | 0) p(O | ye))do
A Monte Carlo estimate of this can be obtained as follows.
o pyw) /p(y<>| )p( )0m

Py Ty)l = =05 = p(y)

B L ply|0)p®) 1 _ 1
-/ AL - | oy ToyP 19)46 = Eoiy [p<yi|e>}

follows that after a Monte Carlo sample from p(f | y) is obtained, we compute:

CPO = -1
cPo (MZ yz|9<>>

Difference between GEE and GLMM

e GEE has the fewest assumptions (only the mean/variance structures are specified) and is designed for
population-level inference rather than individual-level.

— GEE uses a "working” correlation matrix; ”working” refers to the choice of a variance model that
may not necessarily correspond to exactly the form we believe to be true but rather to be a choice
that is statistically convenient.

— Asymptotics are required for inference, so, GEE is less appealing with the small number of subjects.

— A sufficiently large sample size is required for both normality of the estimator and reliability of
the sandwich variance estimator.

— The use of the sandwich variance estimator makes GEE the most dependable method in large
sample situations. However, there can be losses in efficiency if we choose a working correlation
matrix that is far from reality.

— With GEE, it is émpossible to make inferences for individuals or incorporate prior information.

e GLMMs are more flexible than GEE in terms of the questions that can be addressed with the
data, but this flexibility leads to a greater number of assumptions. LMMs have two approaches:
marginal/conditional likelihood and Bayesian approaches.

— For likelihood inference, as with GEE, we require the number of individuals m to be sufficiently
large for asymptotic inference.

Prior information cannot be incorporated in a likelihood analysis.

For a small number of individuals. a Bayesian approach fully captures the uncertainty but inference
is completely model-based (need to specify distributions).

With a small sample size, it is unlikely that we will be able to check the modeling assumptions.
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22 PCA

e The method of principal components is used to find the linear combinations with large variance. The
first PC is the normalized linear combination with maximum variance.

e In many exploratory studies, the number of variables under consideration is too large to handle. A way
of reducing the number of variables of interest is to discard the linear combinations that have small
variances and study only those with large variances.

e Background of PCA (HW4) Suppose X : p follows a general multivariate T distribution. Show that
the PCs have the same geometric interpretation as they would if X were normally distributed.

Solution: Consider a multivariate normal distribution and 7" distribution with the same location and
scale/dispersion parameters, u and X. Let v be the tail weight parameter (degrees of freedom) of the
multivariate T distribution. Then the multivariate normal and T density are proportional to

—1/2 1 ry—1 —1/2 1 ry—1 Sl
Bl |- - p S e —p) |, ISV 1S - S - ) ,

respectively. In these cases, X is said to be elliptically distributed, i.e., the density contours are ellipses,
as both densities of X are of the form: g[(x — u)’S~!(z — p)], where g is called the radial function.

Further let I be an p x p orthogonal matrix s.t. I"XI' = A = diag(A1,...,\p), where Ay > X > -+ > A,
We have ¥7! = (AIY)~! = TA~T” and the principal components can be defined as ¥ = I''(X — p)
so that we can write density contours as

p 2
(x—p)/S @ —p) = (= ) TA (@ = p) = A~y = ) 5- = ¢,
i=1 "

where c is constant. This means that the principal components have the same geometric interpretation
between the two densities. Specifically, the direction cosine of the ¢-th principal axis is the eigenvector
corresponding to A;, and the half-length of the i-th principal axis is ¢v/A; for both distributions.

e Population Principal Components: Let X € RP be a random vector with mean p and variance ¥ (may
not be normal), and let I': p X p be an orthogonal matrix such that I'XI' = A = diag(A1,...,\,) with
A >...> X, and I'T =TT = I,,. Then we can define p-principal components of X as

Y = I'(X - ),

which means linear combinations of X and the components of I' are the standardized coefficients.
— E(Y)=0and Cov(Y) =T"ST = A (uncorrelated across principal components).
— > Var(Y;) =3, A = tr(X) and [, Var(Y;) = [, \ = [2].

e Theorem: No standardized linear combination of X has variance larger than A;, which is the maximum
eigenvalue, i.e., the variance of the first PC. If a1 = o/ (X —p) such that a’a = 1 and cov(ag41,Y;) =0
for i = 1,...,k < p and Y; being the i-th PC of X, then the variance of aj4; is maximized when
a1 = Yiy1.

Proof: We have Y; = ~/(X — u), where } is the i-th eigenvector of ¥ s.t. vjy; =1fori=1,...,k. Let
A; is the i-th eigenvalues corresponding to «;. Then,

0 = cov(ags1,Y:) = cov[a' (X — p),vi(X —p)] = a'Sy; = Nid'y; = d'v =0

so that we maximize

k

Flamr,...mk) = d'Sa — pa(d'a— 1) =23 mialy;,
=1
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where 7;’s are the Lagrange multipliers. Solving f’(a) = 2¥a — 2ng41a — 2>, 7,7 = 0, we have
(E—menlpa=Y mvi = dE=mpl)a=Y nay=0.
Thus, 741 is (k + 1)-th eigenvalue and hence a = i1, meaning that a1 = v, (X — p) = Y1
Relationship between X and Y. WLOG. consider E(X) = 4 =0 € RP. Then
Cov(X,Y)=E(XY')=FE(XX'T)=XT =TAI'T =TA

and hence cov(X;,Y;) = v;;A;, where «;; is j-th element in ~; € RP. Hence, the correlation is given by

cov(X;,Y;) Yij\j [ A
Xi Y,) = 1= = J7J = Yij == 57 -
COI'r( ’ J) Var(Xi)l/Q var(Yj)l/Q (O'”)\])l/2 Vij Oii Pij

The squared correlation pfj = ij Aj/oii can be interpreted as the proportion of variation in X; explained
by j-th PC, Y;. This notion extends to a set of D PC as p?, = > jep pfj.

By the above, the squared sample correlations are simply defined as r;; = gfjéj /Sii-

Multivariate version: Suppose X : n X p with iid rows, instead of p x 1, then PCs are given by
Y=(X-wl

with Cov(Y) =1, @ I'YXT = [,, ® A.

Sample Principal Components: Let X : n X p. The sample variance is defined as

1 1 1
S=-X'HX =-X' (1 - 17,,1;,> X.
n

n n

After spectral decomposition of S = GLG’, the sample PC of X may be defined as

Y =(X-1,X) G .
- M =~
nxp nxp pPXp

Then the column covariance of Y is given by

— 1
Sy =G Cov(X — 1,X )G = ~G'X'HXG=G'SG=L = Cov(Y)=1,®L.

PCs are not scale invariant, which motivates standardizing all the p variables before applying PCA.

How many PCs? The simplest rule is to retain the first & PCs explaining an a% of the total variance:

1000 = Mt A
At A

or Kaiser rule retains all PCs with A; > 1.

Singular Value Decomposition of the centered data X is more numerically stable than spectral
decomposition and is usually used in practice:

— SVD: For any matrix X : n X p, there exist a diagonal matrix D and two diagonal matrices U and
V such that X = UDV'. Then X' = VDU', XX' = UD?U’, and X'X = VDV'.

— PCs are simply defined as Y = XV".

— For highly collinear X, this procedure is sometimes used to perform the PCV regression.
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23 Canonical Correlation Analysis

o Consider two sets of variables X € R" and Y € R® such that
X X P b))
E _ (KX . Cov _ XX XYy
Y iy Y Yyx Xyy
e Canonical Correlation analysis aims to replace the two sets of correlated variables (X and Y') with
t < min(r, s) pairs of linear projections

fj:g;X7 wj:h;Y, j=1,...,t.

e We want to seek linear projections, £ and w such that cov(¢;, &) = 0, cov(w;,wy) =0, and

95X xvh;
9;Exx95) 2 (h;Syy hj)t/?

corr(§;,w;) = ( =p;

with p1 > -+ > p;.

24 Factor analysis

e Factor analysis is based on a model in which the observed vector is partitioned into an unobserved
systematic part and an unobserved error part.

e The components of the error vector are considered as uncorrelated or independent, while the systematic
part is taken as a linear combination of a relatively small number of unobserved factor variables.

e Let X be a random observable with F(X) = p and Cov(X) = X.

e The k-factor models are written as

X = A 1
p+ f o+ fle
px1 px1  PXk px1  px1
— p would be the average of X, X.
— The components of f (latent factors) are linear combinations of the components of X.

— The elements of A (factor loadings) are the coefficients of f.

o Assumptions: E(e) = 0 and Cov(e) = E(e€’) = U = (¢1,...,9p), E(f) = 0 and Cov(f) = I, and
Cov(f,e) =0. Then Cov(X) = AA' + ¥ =X.

e The model is invariant under changes in the units of measurement of X: Let C be orthogonal with
i-th diagonal element ¢; (i =1,...,p) and Y = CX, then

Y=Cu+CAf+Ce=p"+A"f+¢
with Cov(Y) = CAA'C + CUC = A*(A*) + U*.
e There is the identifiability problem. Let G be a k X k orthogonal matrix, then
X=p+(AG)(G'f)+e=p+Af" +e

with E(f*) =0 and Cov(f*) = I}, and Cov(f*,e) = 0. That is, the model expression is not unique.

Identification and Dimension reduction:

— Assume X ~ MN(1,p/, I,,¥ = AA' + W) with A/U~'A =T = (v;,...,7:) (diagonal), which is
an identifiability constraint.
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— The number of free elements in ¥ is p(p 4+ 1)/2, the number of parameters in A and V¥ is pk + p,
and the constraint A/UW=1A =T = (v1,...,7) reduces by k(k+1)/2—k = k(k—1)/2 parameters.

— Hence, the difference in parameters between the saturated model and the k-factor model is

(p—k)* = (p+F)
2 )

sk=pp+1)/2—(pk+p—k(k—-1)/2) =

which can be positive and negative, but we expect s > 0 as p >> k.

e LRT test statistic and null distribution under H : reduced (k-factor) model:

, —2log A EEN X2, = s
Note that 7i = X is the same so that this estimator is canceled out.
— Rather than maximizing ¢(AA’ + ¥), minimizing
F(A, V) = tr(AA" + ¥) =log |(AA" + U)| —log|S| — p

is convenient, where S = ns = X'QX ~Wy(n—p,X).

— For fixed W, obtain E(\I/) analytically, but ¥ must be obtained numerically.

e Principal components Factor analysis

— Since ¥—¥ = AA’ = O withrank(AA’) = k, we have M'(X—V)M = diag(dy,...,d,0,...,0) =D
by spectral decomposition, so that we can write

1/2 1/2
S—U= M D M =M D M =(MD*(MD/?

PXp pXp pxk kxk

— Given a suitable estimator \f/, we can take the first k standardized PCs of S — \T!, say M\l, and
define A = M;D}’?. The well-known W is ¢; = 1/[S~1];;.

e Estimation of Factor Scores f: Joint MLEs of (A, ¥, f) do not exist, so one often operates under

25

the assumption that A and ¥ are known.
— GLS estimate: f = (A’®~1A)~LA’T~1X, which is unbiased but less efficient than the next.
— Ridge estimate: f = (I + A'U~14)~1A’U~1 X which is biased but has lower variance.

Cluster analysis

Cluster analysis aims to estimate partitions of the sample space X identifying homogeneous classes of
observations, which is often used for dimension reduction.

Consider N p-dimensional observations (Xi,...,Xy) and assume that each observation is sampled
from one of K subgroups Ci,...,C, ie., if X; is sampled from Cj, then we write ; ~ f;(z;).

In contrast with discriminant analysis, clusters or class levels (y1,...,v5) € {1,..., K} are not observed.
Clustering tasks.
— Clustering Observations. Cluster samples into K homogeneous classes.

— Cluster Variables. We may partition p variables into K distinct groups. It is often considered as
a special case of dimension reduction.

3 ideas: Model-based Clustering, Partition Methods (K-means clustering), Hierarchical clustering.
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e We would use two sums of squares as performance/accuracy metrics

Within cluster variation: W (Cg) Z Z — ;) (@ — ;)
j=14ieCjy
K

Between cluster variation: B(Ck) = Z nj(@; —z)(T; — 1)
j=1

and then Calinski and Harabasz’s (CH) variance (a statistic) is defined as

tr(B(Ck))/(K —1)

CH(CR) = LW (e (N = K)

e Cluster validation generally refers to exploring the quality of a clustering. This task is quite difficult
when compared with regression or classification. In model-based settings, significant testing is possible.

26 Model-based Clustering

e Assume x; ~ f;(z; | 0;) with probability 7; (j =1,...,K) s.t. >, m; = 1.

e A common sampling model assumes the finite mixture
K
plei | mur, ) = ) mifili | 67).

e The conditional probability of a sample i belonging to cluster j given the observed feature vector x; is

plas € Cy | o) = PEPE 2 €C) __ mif(xi|6;)
p(xi) Zg:l g fg(zi | 04)
Inference for the proportions (m1,...,7x) and model parameters (61, ...,0k) is often based on MLE.

L(mik, 01k | 21:n) = Hzﬂgfg (zi ] 6;),

i=1j5=1
N K
Umrse, Orrc | win) = Y log | mifi(as [6;)]
i=1 =1
which is not easy to solve. Hence, a data augmentation strategy and EM estimation are often used.

27 K-means clustering

e Consider clustering as a partition C' = {C;}/<, of RP.
e Define dissimilarity function between data z; and centroids my, e.g., d(z;,m;) = ||x; — m;||*.

e The K-centroids square criterion is defined as summary distance:

K
m) = > i —myl*.

Jj=1 iGCj

e We wish to find optimal partitions C and centers m that minimize W (C,m), but the direct optimization
of W(C,m) is computationally challenging. Instead, iterative computation is often used.
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0) Set an initial partition C
1) Given a C, K-means clustering identifies the cluster centroid as the cluster means

1
mj:—inERp, j=1...,K.
njieC_,»

2) Given centroids m, the partition C is updated in relation to the minimum distance allocation rule,
i.e., assign x; to the cluster with nearest center m; s.t. C; = {i : d(z;,m;) = miny d(x;, me)}.

3) Re-compute centroids and relocate samples till no re-allocation is performed.

e Consider the model:

+E,

X = 7Z M
~—~ ~
NXp NxK Kxp

where Z is a cluster membership matrix with z;; = I(z; € C;) and M is a matrix of the p-dimensional

K cluster centroids, then K-means square criterion minimizing W (C,m) is equivalent to minimizing
SSE = | X — ZM|]? = ||E|>.

We can decompose | X |2 = B(C,m) + ||E||?. This decomposition allows us to define the criterion as

R B(C,m) W(C,m)

Xz X112

Assume z; ~ N, (11;, X;). Maximizing the log-likelihood function for Ci.x, p1:x, X1.

K K
n; 1 _
UChrixc, e, S1ikc | w1an) = const. — Y 31 log |21 =Y > 5 (@i~ 1) 55 (s — 1)

j=1 j=1ieC;
is equivalent to minimizing W (C, m).
The number of clusters K can be determined by detecting elbow points of percent variance.
Since K-means works with Euclidean distances, results are highly dependent on measurement scales.

Let wx be the minimum values of W(C, m) then Wk 1 < wg, i.e., the more cluster, the less distance.

Hierarchical Clustering

One potential drawback of K-means is that it requires us to specify the number of clusters in advance.
Hierarchical clustering operates on the premise of bottom-up grouping.
Given a distance metric between observations d(x;, xx)
— Start clumping together the closest observations
— Keep clumping together groups of observations till everything is one group.
How do we merge groups of observations?
— Complete Linkage: mazimal inter-cluster distance.
— Single Linkage: minimal inter-cluster distance.

— Average Linkage: mean inter-cluster distance.
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29 Graphical Model

e Graphical model is a graph to express conditional independence among random variables:
— Undirected Graph (UG) = Markov Network (MN)
— Directed Acyclic Graph (DAG) = Bayesian Network (BN)

e Markov property (conditional independence constraints)

— UG. The undirected pairwise Markov property has the following constraints:
Xy AL Xy | XV\{U,w}v (an) ¢ E.
In a multivariate Gaussian model, these constraints hold iff

det (E(V\{v})x(\/\{w})) =0+~ (Z_l)vu' = kym = 0.

— DAG. The directed local Markov property associates the constraints:
Xy AL Xnd(v)\pa(v | pa(v), U eV

or equivalently, X 1l its non-descendants | pa(X), which implies no collider.
e Consider three nodes X,Y, Z.

— (a) PY)P(X|Y)P(Z]Y); (b) P(X)P(Y|X)P(Z|Y); (c) P(Z)P(Y|Z)P(X|Y) are equivalent and
can be expressed in both DAG and UG. In contrast,

— (d) P(X)P(Y|X)P(Y|Z) is not equivalent to the above, as it has a collider at Y in DAG, which
cannot be represented in UG (MN).

e

(d)
Figure 18.12. The first three DAGs have no colliders. The fourth DAG has a collider at Y.
e D-separation. A is d-separated from B by C if all the paths between A and B are blocked by C, i.e,

A 1l B | C <= A d-separated from B by C.

The Rules of d-Separation

Consider the DAGs in Figures 18.12 and 18.4.

1. When ¥ is not a collider, X and Z are d-connected, but they are d-separared
given Y.

2. If X and £ collide at Y, then X and & are d-separated, but they are d-
connected given Y.

o Consider the following four-node graph: (e) UG and (f)(g) DAG with a collider.
— (e) expresses both Y 1L Z | (X, W) and X 1L W | (Y, Z). In contrast,
— (f) or (g) expresses only Y Il Z | (X, W) or X 1L W | (Y, Z) due to a collider.
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e D-equivalent: Two DAGs are equivalent iff they have the same joint density. As a result, we can
invert an arrow in a DAG and preserve the same independencies only if that arrow is not part of a
V-structure.

e Parametrization

— UG. Let C be a clique and C(G) be the set of maximal cliques. For each C' € C(G), we define
a continuous potential function ¢c(z¢) > 0. The parametrized undirected Gaussian graphical
model consists of all probability density functions of the form

II ¢czo)

cec(@)
1A 1 )
= ;[Ilexp {2(% = 1) ku:|

where Z is the normalizing constant. This probability function satisfies the pairwise Markov
property on the graph G iff it factorizes according to G (Hammersley-Clifford Theorem).

NI =

fz) =

T e {;(m = i) (i — pi)kij |

1<i<j<m

— DAG. See below in a multivariate Gaussian case.
e Here, let G = (V, E) be a DAG or an UG with p nodes (|V| = p). Consider X ~ M N (u,1,,Y).
e Inference DAG in Gaussian model. By factorization, the joint density of X can be written as
P
p(X) = p(Xy,..., Xp) = [[ p(Xe [ pa(Xy)) = [ Nu(Xs | s + Xay, wi1,)
k=1 k=1
The conditional independence can be expressed as
X=XA+U, U~MN (v=(vi,....vp), L, Q=diag(wi,...,w)),
where A is a p x p (upper) triangular with zero diagonal elements. Since X = U(I, — A)~!,

X ~ MN(V(IP_A)_lv L, [(IP_A)_I]/Q(I;D_A)_I)

so that we have ¥ = [(I, — A)~!)'Q(I, — A)~'. Note that (I, — A) must be nonsingular as € > O.
Typically, consider

Q= » = (Ip - A)Qil(lp - A)/

Then the LRT statistic under Hy : DAG is
, —2logA — Xf,

where r = p(p + 1)/2 — [(Number of parameters in A) + p]. A and € can be obtained from p linear
regressions as regression coefficients and mean square errors, respectively, and ¥ = S = XQX/n.
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Inference UG in Gaussian model. Let S(G) be a group of symmetric matrices A such that A;; =0
for (i,j) ¢ E. Define a precision matrix K = 71 with k;; # 0 for (i,j) € E and k;; = 0(i, j) ¢ E.

F(x) o |22 exp Htr{z—%x WX u)}}
— K[ exp [—;tr{mx (X - u)}]

so that the profile log-likelihood is

UK) = %log K| — gtr(KS) = 2 [log K| — tr(KS)].

n
2
K can be obtained by maximizing the log-likelihood with the Lagrange multiplier:

K(Ka F) = log |K| - tI‘(SK) - Z ’\/jkkjk,v
(4,k)¢E

where I' = (y;5) with ;5 = 0, (j,k) € E. Note: Iterative calculation is needed, e.g., graphical LASSO.

Copula

A copula is a multivariate cumulative distribution function for which the marginal probability distri-
bution of each variable is uniform on the interval [0, 1], i.e.,

C:[0,1]7 — [0,1]

Copulas are used to describe or model the dependence (inter-correlation) between random variables.
Consider X € R? with joint cdf F(x) = Pr(X < z), which is right continuous and U = F(X) ~ U(0, 1).
We aim to decompose F into univariate margins Fi, ..., F), and a Copula C.
Define the generalizes inverse CDF or Generalized Quantile Function:

F (u)=inf{lz e R| F(z) >u}, 0 <u<1.

with (1) F[F~(u)] > u, (2) F(z) >u < > F (u). (3) U ~U(0,1), then X = F~(U) has cdf F.

Definition. A p-variate copula C : [0,1]? — [0,1] is the cdf of a random vector (Us,...,U,) =
(F(X1),...,Fp(Xp)) with U(0, 1) margins

Clui,...,up) =Pr(Us <ug,...,Up <wup),

where Pr(U; < wuj) = F(uj) =uj as U; ~U(0,1) for j =1,...,p.
Sklar’s Theorem. Let C be a p-variate copula and let F1,..., F}, be univariate CDFs. The function

F(z1,...,2p) = C(F1(21),..., Fpy(zp)) = Pr(Uh < Fi(x1),...,Up, < Fi(zp))

is a p-variate CDF with margins Fi,..., F,. Conversely, if F' is a p-variate CDF, then there exists a
copula C' s.t. the above equation holds. If the margins are continuous, then C' is unique and is equal to
Cut, ... up) = C(Fy (w),..., F, (up))

Product (independence) Copula: If X and Y have continuous CDFs, X 1L Y iff C(u,v) = uv.
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e Gaussian Copula: Let ¥ be a correlation matrix. C'= C(uu,...,up) is a Gaussian Copula iff

31

Cut,...up | X) = (@ (uy), ..., 27 (uyp)),
where ®,, is the CDF of a N(0,Y) random variable, and ®~! are univariate normal quantile functions.
By Sklar’s theorem, given arbitrary margins Fi...., Fj, the joint distribution
F('rlv R xp) = C(Fl(x1)7 s 7FP<$Z7)) = <I>p(@_1(F1(331))7 EERE) q)_l(Fp(m;D)))

is a multivariate distribution with margins F; (j = 1,...,p) connected by the Gaussian copula C(- | ¥).

To generate a random vector with any continuous margins and dependence by a Gaussian Copula C:

(le"vzp) ~ NP(Oaz)

(Ut ... up) = [®(z1),...,P(2p)]
(@1,...,mp) = [Ff(ul),...,Fp_(up)]
Gaussian Copula estimation (Parameterized Margins). If margins Fi,...,F, are parameterized, s.t.

F; = Fj(z; | 0;), we estimate ¥ as follows:
1) Obtain F(xi;) = Fj(z; | 6;)
2) Define z;; = @fl[ﬁj(xij)] forj=1,...,p,i=1,...,n.
3) S = Iy Z?:l 2l = £, ZiZ], where Z; = (zi1, - . ., 2ip)-
If Fr,..., F, are fully known, step (1) is not required and change F\(x”) to F'(z45).

There are a limited number of parametric multivariate discrete distributions with specific margins and
dependence structures. We can get a copula C even if some univariate CDFs (F}(x;)) are discrete, but
that copula C' is not unique.

Exercise

(Midterm) Consider Y ~ MN(XB, I,,%) with rank(X) = ¢ (full) and ¥ > O € RP*P. 'We consider
the hypothesis of mutual independence in a b-partition of ¥, s.t.

1 O -+ O Yuu Y2 - X
O Y9 Yo1 Yoo

HO = . . 3 Hl Y= . )
(@] Xbb b1 bt

where we may assume X;; : k x k with bk = p. Derive a suitable union/intersection test procedure and
describe the form of the rejection region for your test. Explain how an empirical null distribution for
your test may be obtained using Monte Carlo methods.

Solution: Let Ho,,, : ¥j; = O (1 <i < j < b), more specifically let

. X% O ) X Xy
Hoyiy 2 %ii5) = {() ZJ_]} s Hiyy ) = {Eﬂ ij]
then we can rewrite the hypotheses as the intersection of a single null hypothesis Hy,,;:

Hy: () Hoy,, Hi:HS.

1<i<j<b
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Each null hypothesis Hy.,,, we have a LRT statistic

—n/2 7’1’7,/2
Mvij) = <|E”|Eﬂ|) / _ | 2]
E - - —

with —2log A(7i;) = x2, where r = k2. So, we reject Hon,, if —2log M(yij) > X2, Or A(vi5) < d,, for
a suitable c,,; so that the overall rejection region for Hy takes the form

R = U {V: =2log A(vi;) > X2 o} = {Y : max[—2log A(vi5)] > x7.0 } = {Y : min(A(yi)) < do}-

1<i<j<b

This segmented hypothesis approach is more useful than a simple null hypothesis when p > n since if
k < p, then k < n even if p > n.

For the empirical Null Distribution: You can use Monte Carlo methods:
1. Simulate a large number (say, B) of datasets under Ho,,; .
2. For each simulated dataset, calculate A(7;;).
3. You use these B test statistics to estimate the null distribution of the LR test statistic.
4. Compare your observed LRT statistic to the empirical null distribution to determine the p-value.
5. Tterate (1) - (4) for all 1 <i < j <hb.

A Gauss—Markov Theorem for Dependent Data: Suppose
E(Y)=X8, Var(Y)=V

with Y = [¥{,..., Y] : N x 1, where N = >""  n;, and where Y; = [V;1,...,Y1,,]' : n; x 1 and
T = [.I‘l, ...,JZ"L]/ is N x P with Xl = [Xih ‘e 7Xini} and Xi]‘ = [l,xiﬂ, vee axij(pfl)}v and B is the k£ x 1
vector of regression coefficients. Consider linear estimators of the form

By = (X'WTIX)TIX'W Ty, W=W'>0.
with E(BW) = [ (unbiased for all W, including W = V). Show that Var(BW) - Var(gv).
Solution: Suppose BV = Ay and BW = By, where
A=X'VvIxX)"'xX'v™, B=XWwWlX)'x'w

Then E(Ay) = E(By) = 8 leads to AX = BX = I, and Var(By) = AVA’ and Var(By ) = BVB'.
Show BVB' — AVA' = O:

BVB' =(B— A+ AV(B—A+ A
— AV (B—A) + AV(B—A) + (B— A)VA + AV A’
— AV (B—A) +AVA = AVA'

since (B — A)VA' = (B— A)X(X'V-1X)~1 = 0 and AV(B — A) = O.

(2020 Q3 Qual) Suppose we have a posterior for (B, ) from a likelihood p(Y| B, ) and a prior p(B, %) =
MN x IW(C,V,v,S). Provide an algorithm for sampling (B,X) from p(B,X|Y) using only random
number generators that draw from Inverse-Wishart and Multivariate Normal.

Solution 1) Set fixed parameters (C,V,v,S); 2) Sample a initial (B, %(®): For m = 0,...,M, 3)
Generate Y from a p(Y|B(™), £(™)); 4) Sample (B $(m+1) from p(B,¥|Y). Repeat (3) and (4)
until converge.
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e Gamma-Poisson mixture. Suppose

y | A ~ Poiss(A),
Al a,b~ Gal(a,b).

Then y given a and b has a (generalized) negative binomial distribution:

p(y | ab) = / p(y | 3) (A | a, b)dA

_ b F(y+a)/
= JT(0) ot 1yrre | GaA [y Fab+1)dA

-5 (1) (o)

meaning that Y ~ NB(a, (b+1)71).

c.f) if a count Y has a negative binomial with the number of success r with a probability p, then

Pr(Y =k |rp) = <T - Z - 1)1)’“(1 —p)".
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